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Overview 
 
This lab explains the Bandwidth-Delay Product (BDP) in Wide Area Networks (WAN) and 
how to perform TCP Tuning in a perfSONAR node to modify the buffer size. Throughput 
measurements are also conducted in this lab to verify the buffer size configuration using 
pScheduler commands. 
 
 
Objectives 
 
By the end of this lab, the user will: 
 

1. Understand Bandwidth-Delay Product (BDP). 
2. Define TCP window size. 
3. TCP window size calculation. 
4. Change buffer size with sysctl. 
5. Emulate WAN using NETEM commands. 
6. Visualize the results on pScheduler report. 

 
 
Lab topology 
 
Figure 1 illustrates the topology used for this lab. The topology includes three perfSONAR 
nodes labeled perfSONAR1, perfSONAR2, perfSONAR3 and a Client host. The perfSONAR 
nodes run a Linux CentOS 7, and the Client runs a lightweight Linux distribution (Lubuntu). 
The Client host is used to access perfSONAR graphical user interface. 
 

 
Figure 1. Lab topology. 
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Lab settings 
 
The information in Table 1 provides the credentials to access to perfSONAR nodes. 
 

Table 1. Credentials to access perfSONAR1, perfSONAR2 and perfSONAR3. 
 

Device 

 

IP Address 

 

Account  

 

 

Password 

 

perfSONAR1 192.168.1.10 admin admin 

perfSONAR2 192.168.2.10 admin admin 

perfSONAR3 192.168.3.10 admin admin 

 
 
Lab roadmap 
 
The lab includes the following tasks: 
 

1. Section 1: Introduction. 
2. Section 2: Emulating 2 Gbps high-latency WAN. 
3. Section 3: BDP and buffer size experiments. 
4. Section 4: Modifying the buffer size and throughput test. 

 
 
1 Introduction 
 
 
1.1 TCP buffers 

 
Consider Figure 1, which shows a data transfer between a sender and a receiver. At the 
sender side, TCP receives data from the application layer and places it in the TCP buffer. 
Typically, TCP fragments the data in the buffer into Maximum Segment Size (MSS) units 
and passes the newly formed segments (application-layer data plus TCP header) to the 
network layer. In this example, the MSS is 100 bytes. A segment stored in the TCP send 
buffer will only be removed from the buffer when a corresponding acknowledgement is 
received. If the send buffer is full, TCP blocks the application from sending new data. Each 
segment carries a sequence number, which is the byte-stream number of the first byte in 
the segment. The corresponding acknowledgement (Ack) carries the number of the next 
expected byte (e.g., Ack-101 acknowledges bytes 1-100, carried by the first segment). 
 
At the receiver side, TCP receives data from the network layer and places it into the TCP 
receive buffer. TCP delivers the data in order to the application layer. The implication here 
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is that bytes contained in a segment, say segment 2 (bytes 101-200), cannot be delivered 
to the application layer before the bytes contained in segment 1 (bytes 1-100) are 
delivered to the application layer. At any given time, the TCP receiver indicates to the TCP 
sender how many bytes the latter can send. This reflects how much free buffer space is 
available at the receiver.  
 

...

1-100

...

From Application

To Network

TCP send buffer

To Application 
(in-order delivery)

From Network

101-200201-300

801-900 701-800

301-400

TCP receive buffer

201-300 101-200 1-100

401-500501-600...

Ack-101 Ack-201 ...

Seq. number
(first byte in segment)

Ack number (next expected byte)
 

Figure 1. TCP send and receive buffers. 

 
 
1.2 Bandwidth-delay product 

 
In many Wide Area Networks (WANs) connecting geographically separated locations, the 
Round-Trip Time (RTT), which is the time it takes for a small packet to travel from sender 
to receiver and then back to the sender, is dominated by the propagation delay. Long 
RTTs along with TCP buffer size can have important implications for the efficiency of the 
bandwidth utilization and throughput. As an example, consider a 10 Gbps WAN with a 50-
millisecond RTT. Assume that the TCP send and receive buffer sizes are set to 1 Mbyte (1 
Mbyte = 10242 bytes = 1,048,576 bytes = 1,048,576 ⋅ 8 bits = 8,388,608 bits).  At 10 Gbps, 
this number of bits is approximately transmitted in: 
 

Ttx =  
# bits

transmission rate
=

8,388,608

10 ⋅ 109
= 0.84 milliseconds. 

 
I.e., if at t = 0 the TCP sender starts transmitting, at t = 0.84 milliseconds the content in 
TCP send buffer has been completely sent. At this point, TCP must wait for the 
corresponding acknowledgements, which will only start arriving at t = 50 milliseconds. 
This means that the sender only uses 0.84/50 or 1.68% of the available bandwidth.  
 
The solution to that above problem lies in allowing the sender to continuously transmit 
segments until the corresponding acknowledgments arrive back. Note that the first 
acknowledgement arrives after RTT = 50 milliseconds. The number of bits that can be 
transmitted in this time period is given by bandwidth of the channel in bits per second 
multiplied by the RTT. This quantity is referred to as the Bandwidth-Delay Product (BDP). 
For the above example, the buffer size must be greater than or equal to the BDP: 
 

TCP buffer size ≥ BDP = (10 ⋅ 109)(50 ⋅ 10−3) = 500,000,000 bits = 62,500,000 bytes. 
 



    
Lab 6: Bandwidth-delay Product and TCP Buffer Size 

  Page 6  

The first factor (10 ⋅ 109) is the bandwidth; the second factor (50 ⋅ 10-3) is the RTT. For 
practical purposes/configuration, the TCP buffer can be also expressed in Mbytes (1 
Mbyte = 10242 bytes) or Gbytes (1 Gbyte = 10243 bytes). The above expression, in Mbytes, 
is: 
 

TCP buffer size ≥ 62,500,000 bytes = 59.6 Mbytes ≈ 60 Mbytes. 

 
 
1.3 Practical observations on setting TCP buffer size 

 
Linux systems configuration. When configuring the buffer size in Linux systems, it is 
important to note that Linux assumes that half of the send/receive TCP buffers are used 
for internal kernel structures. Thus, only half of the buffer size is used to store segments. 
This implies that if a TCP connection requires certain buffer size, then the administrator 
must configure the buffer size equals to twice the bandwidth-delay product. For the 
previous example, the TCP buffer size must be: 
 

TCP buffer size ≥ 2 ⋅ 𝐵𝐷𝑃 = 2 ⋅ 60 Mbytes = 120 Mbytes.  

 
Packet loss scenarios. TCP provides a reliable, in-order delivery service. In this context, 
reliability means that bytes successfully received must be acknowledged. The sender will 
only release (free the memory) a segment stored in its TCP send buffer after it receives 
the corresponding acknowledgement. In-order delivery means that the receiver only 
delivers bytes to the application layer in sequential order. This has some performance 
implications, as illustrated next. Consider Figure 2, which shows a TCP receive buffer. 
Assume that the segment carrying bytes 101-200 was lost in transit. Although the receiver 
has successfully received bytes 301-900, they cannot be delivered to the application layer 
until bytes 101-200 are received. Note that the receive buffer may become full, thus 
preventing the reception of additional bytes beyond byte 900. Thus, the sender will be 
blocked, and the bandwidth will be underutilized (eventually, the sender will retransmit 
the segment 101-200).  
 

To Application 
(in-order delivery)

From Network

301-400

TCP receive buffer

201-300 1-100

401-500

601-700

501-600

701-800801-900

 
Figure 2. TCP receive buffer. Although bytes 301-900, they cannot be delivered to the application 
layer until the segment carrying bytes 101-200 are received. 

 
To fully utilize the available bandwidth, the TCP send and receive buffer must be large 
enough to prevent such situation. 
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1.4 TCP window size calculated value 

 
The receiver must constantly communicate with the sender to indicate how much free 
buffer space is available in the TCP receive buffer. This information is carried in a TCP 
header field called window size. The window size has a maximum value of 65,535 bytes, 
as the header value allocated for the window size is two bytes long (16 bits; 216-1 = 65,535). 
However, this value is not large enough for high-bandwidth high-latency networks. 
Therefore, TCP window scale option was standardized in RFC 1323. By using this option, 
the calculated window size may be increased up to a maximum value of 1,073,725,440 
bytes. 
 
When advertising its window, a device also advertises the scale factor (multiplier) that 
will be used throughout the session. The TCP window size is calculated as follows: 
 
 

Scaled TCPWin =  TCPWin ⋅ Scaling Factor 
 

 
Consider the following example. For an advertised TCP window of 2,049 and a scale factor 
of 512, then the final window size is 1,049,088 bytes. Figure 3 displays a packet inspected 
in Wireshark protocol analyzer for this numerical example. 
 

 
Figure 3. Window Scaling in Wireshark. 

 
 
1.5 Zero window 

 
When the TCP buffer is full, a window size of zero is advertised to inform the other end 
that it cannot receive any more data. When a client sends a TCP Window of zero, the 
server will pause its data transmission, and waits for the client to recover. Once the client 
is recovered, it digests data and informs the server to resume the transmission by setting 
again the TCP Window. 
 
 
2 Emulating 2 Gbps high-latency WAN 
 
In this section, the user will emulate a high-latency WAN by introducing a 100ms delay to 
the network. Specifically, the user will set 50ms delay to the router R1 and 50ms delay to 
router R2 using Network Emulator (NETEM) commands. Additionally, the bandwidth 
between perfSONAR1 and perfSONAR3 nodes will be set to 2 Gbps using Token Bucket 
Filter (TBF). In order to verify, the user will run a throughput test using pScheduler 
commands.  
 
Step 1. On the topology, click on router R1 and enter the username root and password 

as password. Note that the password will not be displayed while typing it. 
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Step 2. To identify the interface connected to the network 192.168.2.0/24, in router R1 
command line, type the command ifconfig. This command displays information related 
to the network interfaces in the local device. 
 

 
 
The output of the ifconfig indicates that router R1 has three interfaces. The interface 
ens37 connects router R1 to the network 192.168.2.0/24. Thus, this interface must be 
used for emulation.  
 
Step 3. In order to add a 50ms delay, in router R1 CLI type the following command: 
 
sudo tc qdisc add dev ens37 root handle 1: netem delay 50ms 

 

 
 
Step 4. In order to set the bandwidth, type the command shown below. This command 
sets the bandwidth to 2 Gbps on router R1 ens37 interface. The tbf parameters are the 

following: 
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• rate: 2gbit 

• burst: 500,000 

• limit: 50,000,000 
 
sudo tc qdisc add dev ens37 parent 1: handle 2: tbf rate 2gbit burst 500000 

limit 50000000 

 

 
 
Step 5. On the topology, click on R2 and enter the username root and password as 
password. Note that the password will not be displayed while typing it. 
 

 
 
Step 6. To identify the interface connected to the network 192.168.2.0/24, in R2 
command line, type the command ifconfig. This command displays information related 
to the network interfaces in the local device. 
 

 
 
The output of the ifconfig command indicates that R2 has two interfaces. The interface 
ens37 connects R2 to the network 192.168.2.0/24. Thus, this interface must be used for 
emulation.  
 
Step 7. In order to add a 50ms delay, in R2 command line type the command: 
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sudo tc qdisc add dev ens37 root netem delay 50ms 

 

 
 
Step 8. To verify if the parameters where applied, on the topology, click on perfSONAR1 
node and login entering the username admin and password admin. Note that the 
password will not be displayed while typing it. 
 

 
 
Step 9. In perfSONAR1 command line, type the following command to verify if the delay 
was applied: 
 

pscheduler task rtt –-source 192.168.1.10 --dest 192.168.3.10 

 

• pscheduler is the command to interact with perfSONAR. 

• task is a pScheduler command. 

• rtt is the test type. 

• --source is to specify where the test should originate, in this case it is 
perfSONAR1 node (192.168.1.10). 

• --dest is the destination node, in this case it is perfSONAR3 (192.168.3.10). 
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The result above indicates that all five packets were received successfully (0% packet loss) 
and that the minimum, average, maximum, and standard deviation of the Round-Trip 
Time (RTT) were 100.53, 100.59, 100.761 and 0.217 milliseconds, respectively. The output 
above verifies that delay was injected successfully, as the RTT is approximately 100ms. 
 
Step 10. To verify the throughput, in perfSONAR1 command line, type the following 
command: 
 

pscheduler task throughput -–source 192.168.1.10 --dest 192.168.3.10 

 

• pscheduler is the command to interact with perfSONAR. 

• task is a pScheduler command. 

• throughput is the test type. 

• --source is to specify where the test should originate, in this case it is 
perfSONAR1 node (192.168.1.10). 

• --dest is the destination node, in this case it is perfSONAR3 (192.168.3.10). 
 

 
 
Notice the measured throughput now is around 950 Mbps, which is different than the 
value assigned in the tbf rule. In the following section, the user will modify the send and 
receive TCP buffer size in order to achieve 2 Gbps bandwidth. 
 
 
3 BDP and buffer size experiments 
 
In a connection-oriented protocol such as TCP, BDP plays an important role as it 
represents the amount of buffering required on both senders and receivers (transmitting 
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end-hosts). In connections that have a small BDP (either because the link has a low 
bandwidth or because the latency is small), buffers are usually small. However, in high-
bandwidth high-latency networks, where the BDP is large, a larger buffer is required to 
achieve the maximum theoretical bandwidth.  
 
 
3.1 Window size in sysctl 

 
In this section, the user will set different values the corresponding sysctl keys, which is 
used for dynamically changing parameters in the Linux operating system. It allows users 
to modify kernel parameters dynamically without rebuilding the Linux kernel. 
 
The sysctl key for the receive window size is net.ipv4.tcp_rmem and the send window 
size is net.ipv4.tcp_wmem. 
 
Step 1. To read the current receiver window size value of perfSONAR1 node, type the 
following command: 
 
sysctl net.ipv4.tcp_rmem 

 

 
 
Step 2. To read the current send window size value of perfSONAR1 node, type the 
following command: 
 
sysctl net.ipv4.tcp_wmem 

 

 
 
The returned values of both keys (net.ipv4.tcp_rmem and net.ipv4.tcp_wmem) are 
measured in bytes. The first number represents the minimum buffer size used by each 
TCP socket. The middle one is the default buffer which is allocated when applications 
create a TCP socket. The last one is the maximum receive buffer that can be allocated for 
a TCP socket. Note that similar results are displayed in perfSONAR2 and perfSONAR3. For 
simplicity, in this section is just shown the values on perfSONAR1 node. 
 
The default values used by in perfSONAR nodes are: 
 

• Minimum: 4,096 

• Default: 65,536 

• Maximum: 33,554,432 
 
Note that the maximum value is 32 Mbytes. However, to achieve the maximum 
throughput, it is necessary to set the send and receive TCP buffer size to at least twice 



    
Lab 6: Bandwidth-delay Product and TCP Buffer Size 

  Page 13  

Bandwidth-Delay Product (2 ⋅ 𝐵𝐷𝑃). In the previous test (2 Gbps, 100ms delay), the buffer 
size was not modified on end-hosts namely, perfSONAR1 and perfSONAR3 nodes.  
 
The BDP for the above test is: 
 

BDP = (2 ⋅ 109) ⋅ (100 ⋅ 10−3) =  200,000,000 bits = 25,000,000 bytes ≈ 25 Mbytes. 
 
Note that twice BDP is around 50 Mbytes thus, this value is significantly greater than the 
maximum buffer size (32 Mbytes), and therefore, the pipe is not getting filled, which leads 
to network resources underutilization (see section 1.3). 
 
 
4 Modifying buffer size and throughput test 
 
This section repeats the throughput test after modifying the buffer size on perfSONAR1 
and perfSONAR3 nodes according to the formula described above. This test assumes the 
same network parameters introduced in the previous test therefore, the bandwidth is 
limited to 2 Gbps and the RTT (delay or latency) is 100ms. The send and receive buffer 
sizes should be set to at least 2 · BDP. Use 25 Mbytes value for the BDP instead of 
25,000,000 bytes (1 Mbyte = 10242 bytes). 
 

BDP =  25 Mbytes = 25 · 10242 bytes =  26,214,400 bytes 
 

TCP buffer size = 2 ·  BDP =  2 · 26,214,400 bytes = 52,428,800 bytes 
 
Step 1. To change the TCP receive-window size value, type the following command on 
perfSONAR1 CLI. If a password is required, type admin as the password. Note that the 
password will not be displayed while typing it. The values set are: 4,096 (minimum), 
65,536 (default) and 52,428,800 (maximum, calculated by doubling the BDP). 
 
sudo sysctl -w net.ipv4.tcp_rmem=’4096 65536 52428800’ 

 

 
  

The returned values are measured in bytes. 4,096 represents the minimum buffer size 
that is used by each TCP socket. 65,536 is the default buffer which is allocated when 
applications create a TCP socket. 52,428,800 is the maximum receive buffer that can be 
allocated for a TCP socket. 
 
Step 2. To change the current send-window size value, type the following command on 
perfSONAR1 CLI. The values set are: 4,096 (minimum), 65,536 (default) and 52,428,800 
(maximum, calculated by doubling the BDP). 
 
sudo sysctl -w net.ipv4.tcp_wmem=’4096 65536 52428800’ 
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Step 3. To verify if the parameters were applied, on the topology, click on perfSONAR3 
node and login entering the username admin and password admin. Note that the 
password will not be displayed while typing it. 
 

 
 
Step 4. To change the TCP receive-window size value, type the following command on 
perfSONAR1 CLI, if a password is required, type admin as password. Note that the 
password will not be displayed while typing it. The values set are: 4,096 (minimum), 
65,536 (default) and 52,428,800 (maximum, calculated by doubling the BDP). 
 
sudo sysctl -w net.ipv4.tcp_rmem=’4096 65536 52428800’ 

 

 
 
The returned values are measured in bytes. 4,096 represents the minimum buffer size 
that is used by each TCP socket. 65,536 is the default buffer which is allocated when 
applications create a TCP socket. 52,428,800 is the maximum receive buffer that can be 
allocated for a TCP socket. 
 
Step 5. To change the current send-window size value, type the following command on 
perfSONAR1 CLI. The values set are: 4,096 (minimum), 65,536 (default) and 52,428,800 
(maximum, calculated by doubling the BDP). 
 
sudo sysctl -w net.ipv4.tcp_wmem=’4096 65536 52428800’ 

 

 
 
Step 6. To verify the if after the configuration the throughput is achieved, go back to 
perfSONAR1 CLI and type the following command: 
 

pscheduler task throughput –-source 192.168.1.10 --dest 192.168.3.10 

 

• pscheduler is the command to interact with perfSONAR. 

• task is a pScheduler command. 
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• throughput is the test type. 

• --source is to specify where the test should originate, in this case it is 
perfSONAR1 node (192.168.1.10). 

• --dest is the destination node, in this case it is perfSONAR3 (192.168.3.10). 
 

 
 
Note that the measured throughput now is approximately 2 Gbps, which is similar to the 
value assigned in the tbf rule (2 Gbps).  
 
This concludes Lab 6. 
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